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Abstract. We present Visko Orbis 1.0, a Live Model for real-time, interactive long video generation.
Users can change the prompt at any moment during generation, and the update becomes visible in real
time. Visko Orbis 1.0 supports long-form text-to-video, image-to-video, and video continuation, with
multilingual prompts and prompt switching while generation is in progress. A bounded multi-scale
memory preserves subjects, scenes, and style across chunks, sustaining hour-scale rollouts without
evident quality or color drift. The generator is factorized causally in time, matching the causal structure
of physical dynamics, and is aligned with a latent world-model reward for predictive consistency.
Built on a distilled chunk-wise streaming generator and a streaming video upscaler, Visko Orbis
1.0 delivers 4K video generation at 24 FPS in real time, using an optimized GPU serving engine. In
quantitative evaluations, Visko Orbis 1.0 achieves the best DOVER aesthetic and technical scores
and the best VideoAlign visual and motion quality, and leads three physical-plausibility protocols
(VideoPhy-2, Physics-IQ, and VBench-2.0 Physics); in long-form Arena comparisons, it obtains the
highest overall-preference and temporal-stability ratings among all the state-of-the-art real-time
interactive video generation systems.
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Real-time, Interactive Long Video Generation Support Various Applications

Figure 1 Overview of Visko Orbis 1.0 as a real-time, interactive long-video generation system. Left: Representative
frames at 0, 60, 600, and 3600 seconds illustrate an hour-long rollout, while full-stream DOVER aesthetic, VideoAlign
instruction-following, and HSV saturation trajectories track visual quality, prompt alignment, and color stability over
time; red denotes Visko Orbis 1.0 and lighter curves denote comparison systems. The system delivers 4K output at
24 FPS with real-time interaction and long-horizon consistency. Right: Illustrative applications span entertainment,
storytelling, live streaming, robotics, education, e-commerce, filming, and virtual companionship.

1 Introduction
Video generation has advanced rapidly in visual fidelity, motion realism, instruction following, and multimodal
conditioning. Systems such as Sora [1], Veo [2], Seedance [3], Kling [4], Wan [5], HunyuanVideo [6], and



Visko Orbis 1.0

LongCat-Video [7] now produce short videos of striking quality. Most of them, however, generate offline: a
user submits a prompt, waits, and receives a finished clip that can no longer be changed. This paradigm
serves bounded content creation well, but it excludes the experiences in which video is consumed while it is
being made—live streams, games, virtual characters, interactive stories—where content must keep playing
and keep responding to its audience. Such experiences demand a model that generates in real time, sustains
long horizons, and stays under continuous user control.

Existing work addresses parts of this demand, but no system covers it end to end. (1) Causal streaming.
CausVid [8] makes bidirectional video diffusion causal and streamable through few-step distillation and KV
caching, and Self Forcing [9], Rolling Forcing [10], and Causal Forcing [11] further study exposure mismatch
in causal distillation; these models stream, but live user control is not their focus. (2) Interaction. Oasis [12]
couples autoregressive generation with a low-latency interactive stack, LongLive [13] studies sequential prompt
updates over minute-scale rollouts, Matrix-Game 2.0 [14] streams action-conditioned worlds, Krea Realtime [15]
and Helios [16] pursue real-time long-form generation, and Vidu S1 [17] supports speech-guided character
interaction. (3) Long-horizon stability. FramePack [18] and FAR [19] compress long contexts under fixed
token budgets, and MemFlow [20], VideoSSM [21], FadeMem [22], and Echo-Infinity [23] explore retrieval,
hybrid state-space memory, distance-aware consolidation, and learned evolving memory; even so, small errors
recirculate through generated history and can accumulate into drift. (4) Serving. Real-time delivery is as much
an inference problem as a modeling problem: without state reuse, parallel execution, and streaming decode
and upscaling, a capable model may still be too slow to watch. An interactive live model must hold all four
together: accept updates while a rollout is active, preserve useful visual state across chunks, deliver frames
progressively, and measure its response at the visible output rather than at an internal model boundary.

These requirements reflect a broader shift that we have articulated as Live Models [24]: foundation models
that execute as persistent processes rather than answering bounded queries. A Live Model generates in
real time, under the clock of a world in motion; interacts continuously, folding new input into a process
already underway; and maintains an ongoing existence, carrying state forward as long as it runs. For video
generation, this contract fixes the system boundary at delivered video: a rollout is a stateful process in which
generation history is carried between chunks, prompt updates are timestamped against the output clock,
and new conditions apply without reinitializing the rollout. Evaluation adopts the same boundary, reporting
quality, continuity across updates, and long-horizon drift over complete delivered streams.

We introduce Visko Orbis 1.0, our first realization of this paradigm: an interactive Live Model supporting
long-form text-to-video (T2V), image-to-video (I2V), video-to-video (V2V) continuation, multilingual prompt-
ing, and in-generation prompt switching. At its core, a latent-video model generates successive temporal chunks
under a single conditional formulation. The chunk-wise causal factorization is chosen not only for latency
but because it mirrors the causal, effectively Markovian structure of the physics being generated (Section
3.1). Each chunk reads the active event condition, optional visual references, and a bounded multi-scale
memory of the preceding rollout; the resulting state is carried into the next chunk. This design separates
the persistent visual state of a session from the user’s transient intent, so every entry mode shares the same
future-generation process.

The result is a system that a user can steer while it runs. A prompt update becomes visible in the output in
under one second on average, and decoded chunks are delivered progressively rather than after the full video
completes. Native 832� 480 generation, reference-aware streaming super-resolution, and a multi-GPU serving
pipeline together deliver 4K video at 24 frames per second.

We summarize the key technical contributions of Visko Orbis 1.0 as follows:

• Unified live-video formulation. We formulate generation as a persistent, chunk-wise latent-flow process
in which visual state is carried across chunks and time-indexed instructions can change without restarting
the rollout. The same causal continuation interface supports T2V, I2V, and V2V generation.

• Event-aligned data and progressive streaming training. A multi-stage data engine combines safety
and quality filtering, distribution balancing, and both single-event and temporally localized multi-event
captions. We first learn a bidirectional short-video prior and then adapt it to history-conditioned streaming
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through single-event, event-aligned long-video, and human-curated training stages.

• Bounded memory for long-horizon generation. Recent history is retained at high latent resolution,
older spans are progressively compressed, and information leaving the scheduled window is consolidated into
a fixed-capacity learned state. Structured history perturbations and rollout-calibrated augmentation expose
the model to recurrent generation errors while keeping memory and per-chunk computation bounded.

• Causal factorization as a physics prior. We argue that chunk-wise causal generation poses the physics
simulation problem as an initial-value problem with time-stepping solution, matching the Markovian
structure of physics, whereas joint bidirectional denoising resembles space–time collocation method without
the neccessary iterative solver that makes collocation accurate.

• Few-step flow post-training with physics-aware alignment. Guidance distillation removes the
unconditional serving branch; history-conditioned trajectory consistency provides a stable few-step ini-
tialization; and self-forcing distribution matching adapts the student to its own autoregressive histories.
Group-relative reinforcement learning subsequently optimizes calibrated visual-quality, motion-quality, and
text–video-alignment rewards. In addition, a latent world model scores candidate futures for predictive
consistency, steering generation toward physically plausible motion and object dynamics.

• Live control and inference alignment. A rolling prompt summary, asynchronous prompt encoding,
chunk-boundary condition updates, and versioned state invalidation let new instructions affect future video
while preserving established session context. Conservative content-adaptive drift controls further stabilize
long rollouts at inference time.

• Streaming high-resolution system co-design. Versioned state reuse, compiled and fused execution,
batch-one sequence parallelism, and overlap across generation, decoding, restoration, encoding, and delivery
form a single progressive pipeline. A reference-aware, single-refinement video super-resolution model uses
temporally distilled decoding, conservative anchor refresh, and tiled distributed execution to transform
native 832� 480 chunks into progressively delivered 4K video.

Evaluation treats complete events, rather than selected short clips or individual frames, as the unit of analysis.
On the reported one- to three-minute outputs, Visko Orbis 1.0 obtains the highest DOVER aesthetic
and technical scores and the highest VideoAlign visual- and motion-quality scores among the compared
outputs; prompt-aware raw scores are interpreted descriptively because prompt suites are unmatched. In
the long-form Arena study, Visko Orbis 1.0 achieves the highest overall-preference and temporal-stability
Elo point estimates, while the one-hour diagnostic in Figure 1 tracks aesthetic quality, instruction following,
and saturation throughout a substantially longer rollout. Three physical-plausibility protocols—long-video
VideoPhy-2 and Cosmos-Reason scoring, Physics-IQ, and VBench-2.0 Physics—test the causal-factorization
argument of Section 3.1 at the delivered-video boundary. Full results and qualifications appear in Section 5.

The method is organized into three sections. Data describes the governed training data and temporal captions;
Model follows the progressive path from bidirectional pretraining through streaming adaptation, post-training,
and super-resolution; and Inference describes online prompt control and the delivered-video runtime.

2 Data
Data quality is a primary scaling dimension for Visko Orbis 1.0. We built the multi-stage data curation
and captioning pipeline illustrated in Figure 2 to filter, annotate, rebalance, and preprocess a large-scale
raw video collection. The system produces progressively narrower data tiers for broad-coverage pretraining,
distribution-balanced mid-training, and high-quality fine-tuning rather than treating every surviving clip as
interchangeable. Large-scale video datasets and generation systems similarly identify filtering, recaptioning,
distribution control, and high-quality fine-tuning as central parts of the training recipe [25–29].

RawVideoCollection. The raw video collection covers a wide range of real-world and generated visual domains.
At a high level, these include the natural world and science; wildlife and animals; people, community, education,
culture, sports, food, and health; urban, indoor, agricultural, industrial, and transportation environments;
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Figure 2 Multi-stage data curation and captioning pipeline. The raw video collection spans diverse natural,
human-centered, indoor, industrial, transportation, health, sports, and digital domains. Raw videos undergo shot-aware
clipping, safety and quality �ltering, distribution rebalancing, and human-preference curation. In parallel, every
safety-passed clip receives a single-event caption and, where applicable, event-aligned temporal captions, producing
governed data subsets for multi-stage training.

and creative, craft, digital, and gaming content. We consolidate exact and near-duplicate material before
further processing and retain source and technical metadata for governance and analysis [30, 31]. Detailed
source proportions and raw-data totals are maintained in the internal data manifest.

Shot-Aware Video Clipping. Raw videos vary from short recordings to long, heterogeneous programs and are
not directly suitable as uniform training examples. We �rst detect shot boundaries from visual discontinuities
and temporal change, following established shot-transition detection practice [32]. The resulting shots are
then assembled or subdivided according to semantic continuity, content richness, action completeness, and
camera behavior, producing clips between 3 and 240 seconds. Clipping is not a �xed-window operation.
Adjacent shots may remain together when they form a coherent event or narrative unit, while a long shot can
be divided around a meaningful action or scene change.

Safety Filtering. Every candidate clip passes a layered safety and privacy �lter before entering a training
pool. Automated classi�ers and rule-based checks screen for sexual or NSFW content, sexual exploitation or
endangerment involving minors, graphic violence and gore, self-harm, hateful or extremist material, dangerous
or illegal activity, sensitive personal information, and identity-sensitive content. Category-speci�c checks
distinguish high-risk depictions from legitimate documentary, educational, scienti�c, or medical context where
appropriate. High-con�dence policy violations are excluded. Ambiguous or high-impact cases are quarantined
for additional review rather than accepted through a single permissive threshold.

Quality Filtering. Long-horizon generation ampli�es defects that may be tolerable in an isolated short clip:
color-channel errors can become persistent casts, weak motion can produce static rollouts, and temporal jitter
can propagate across later chunks. Safety-passed clips therefore undergo a cascaded assessment of structural
integrity, spatial and technical quality, temporal quality, composition, and semantic usefulness, extending
the multi-stage �ltering practice used in large-scale video di�usion pipelines [27� 29]. Representative signals
include decode and frame-rate integrity, corrupted or frozen frames, sharpness, exposure, color stability,
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compression, aesthetic quality, motion amplitude, �icker, jitter, camera stability, subject visibility, framing,
event clarity, content richness, and captionability. Thresholds are calibrated by content and source type rather
than applied universally, since animation, cinematic footage, scienti�c visualization, screen content, handheld
video, sports, and low-light scenes have di�erent expected distributions.

Distribution Rebalancing. Aggressive quality �ltering alone can yield a clean but narrow training set: common
source types, static scenes, or visually polished categories may dominate even when rarer events are important
for model behavior. We maintain a coverage ledger over semantic domain, event and transition type, duration,
motion regime, camera behavior, visual style, language context, and whether subjects or environments should
persist across a boundary. Rebalancing operates on this ledger after quality scoring. Overrepresented strata
are downweighted, underrepresented but valid strata receive higher sampling priority, and near-duplicate
semantic clusters are prevented from consuming disproportionate training capacity. Balancing is stage speci�c:
broad pretraining retains long-tail coverage, mid-training applies stronger distribution control, and �ne-tuning
prioritizes quality without collapsing event diversity.

Human-Preference Curation. The highest-quality tier is selected through human annotation and veri�cation.
Reviewers assess visual and technical quality, composition, semantic clarity, motion naturalness, temporal
coherence, and the presence of subtle defects that automated metrics may miss. Human review also checks
borderline automatic decisions and provides calibrated preference judgments among otherwise strong candidates.
Only veri�ed examples enter the human-preference pool used for high-quality �ne-tuning. Reviewer feedback
is aggregated into a versioned decision record and is also used to audit automatic quality signals, identify
systematic false positives or false negatives, and propose future �lter recalibration. This stage is intentionally
narrower than the preceding quality-�ltered pool: its purpose is to establish a concentrated quality ceiling,
not to reproduce the full raw-data distribution.

Multi-Stage Captioning. All clips that pass the safety �lter are captioned so that the resulting governed data
pool can support di�erent stages of training. Caption generation is asynchronous and versioned independently
from quality scores and sampling manifests. Two complementary annotation modes are produced:

1. Single-event captioning. Clips of up to 10 seconds receive a holistic caption describing the visible
subjects, actions, environment, camera behavior, style, and temporal evolution as one coherent event,
building on scalable multi-teacher and model-assisted video recaptioning practice [25, 26, 28].

2. Event-Aligned Temporal Captioning. Every clip between 3 and 240 seconds undergoes event detection.
Captions are generated from the visual evidence inside each detected event interval rather than from an
undi�erentiated full-video summary. The resulting record contains ordered event boundaries, local event
captions, and persistent subject, scene, and style attributes that may span multiple intervals, following the
temporally localized supervision used in dense event captioning and structured long-video datasets [33� 35].

Short clips can carry both views: a single-event caption for compact supervision and event-boundary metadata
for a common temporal schema. For longer clips, interval-local captions prevent an action described late in a
paragraph from being assigned to an earlier generation window.

These annotations support progressively curated subsets of the same governed training data. Broad-Coverage
Pretraining uses the safety-passed data to establish semantic and visual coverage; Distribution-Balanced
Mid-training uses a quality-�ltered and rebalanced mixture to strengthen underrepresented domains, motion
regimes, and event transitions; and High-Quality Fine-tuning concentrates human-veri�ed examples with
veri�ed single- and multi-event captions.

3 Model
Visko Orbis 1.0 is a conditional latent-video model trained progressively from bounded bidirectional
generation to interactive, chunk-wise autoregressive streaming. This section �rst states the generation contract
and why it is factorized causally, then follows the order in which capabilities are acquired: the progressive
training path from short-video pretraining to human-curated �ne-tuning, few-step distillation and reward
alignment, and a dedicated super-resolution model. The complete progression is summarized in Figure 3.
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